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 The nervous system faces a most challenging task – to 
receive information from the outside world, process 
it, to change adaptively, and to generate an output – 
the appropriate behavior of the organism in a complex 
world. The research agenda of  computational neu-
roscience  ( CN ) is to use theoretical tools in order to 
understand how the different elements composing the 
nervous system: membrane ion channels, synapses, 
neurons, networks, and the systems they form, address 
this demanding challenge. CN deals with theoretical 
questions at both the cellular and subcellular levels, 
as well as at the networks, system, and behavioral lev-
els. It focuses both on extracting basic biophysical 
principles (e.g., the rules governing the input-output 
relationship in single neurons) as well as on high-
level rules governing the computational functions of a 
whole system, e.g., “How is a spot of light moving in 
the visual  fi eld encoded in the retina?” Or “how do 
networks of interconnected neurons represent and 
retain memories?” Ultimately, CN aims to under-
stand, via mathematical theory, how do high-level 
phenomena such as cognition, emotions, creativity, 

and imagination, as well as brain disorders such as 
autism and schizophrenia, emerge from elementary 
brain-mechanisms. Here we highlight a few theoreti-
cal approaches used in CN and provide the respective 
fundamental insights that were gained. We start with 
biophysical models of single neurons and end with 
examples for models at the network level. 

    30.1   Neurons: Input-Output Plastic 
Devices 

 Probably the most striking feature of neurons is the 
branching structures of their dendritic and axonal tree; 
each neuron type with its unique characteristic. One 
such example is provided in Fig.  30.1  for a cat layer 5b 
pyramidal cell: the dendrite tree is shown in  red  and 
the ramifying axon in  white , with its many varicosities 
(presynaptic release sites) that are marked by  yellow 
spots . The total length of the dendritic tree (which 
compose the gray matter) of a single neuron may reach 
10 mm and its membrane surface may go from a few 
hundred  m m 2  for small interneurons up to 750,000  m m 2  
in the case of cerebellar Purkinje cells. Axons of single 
neurons may extend either locally, or sometimes many 
centimeters and even meters; each axon may contact 
many thousands of postsynaptic target neurons, mostly 
their dendrites.   
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their biophysical and anatomical properties to 
their input-output function(s). 
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 Dendrites are the major receptive region of neu-
rons in the mammalian central nervous system 
(CNS). Typically, a few thousand excitatory and 
inhibitory synapses contact a single dendritic tree; 
each of these contacts transmits information about 
the spiking activity of the presynaptic (input) cell. 
With the re fi ned anatomical, optical, and physiologi-
cal techniques available today (e.g., the “brainbow” 
and “connectomics”  methods  [  26,   46  ] ) it became 
increasingly clear that groups of axons, originating 
from speci fi c input sources, target distinct dendritic 
domains; some contact distal dendritic regions, some 
more proximal regions, and others may contact the 
initial segment of the axon (for further reading see 
 [  23  ] ). What could be the functional meaning of such 
domain-speci fi c “division of labor” among the input 
sources for both the computations and the plastic pro-
cesses in dendrites? 

 Furthermore, synapses are plastic rather than static 
devices; they may change their ef fi cacy (the amount of 
postsynaptic current that they produce per presynaptic 
spike) in an activity-dependent manner and at a time 
scale ranging from few milliseconds to days and even 
to a life-time. In recent years a huge effort has been 
focused on the mechanisms underlying synaptic plas-
ticity, as it is believed that learning and memory pro-
cesses rely on synaptic plasticity. Understanding the 
interplay between dendritic synapses and their plastic 
properties (the input), the passive and active electrical 
properties of dendrites (local integration), and the out-
put in terms of the rate and temporal structure of spike 

trains in the axonal tree (the output), is a central 
 challenge for neuroscience and in particular for com-
putational neuroscience. In other words, understand-
ing the neuron as an input-output plastic device is a 
fundamental requirement for understanding how infor-
mation is encoded and adaptively processed in nervous 
systems. 

 This challenge was the primary drive for the devel-
opment of a “cable theory for dendrites” by Wilfrid 
Rall  [  35  ] , which serves since that time as a foundation 
for understanding neurons as computational and plas-
tic input-output devices.  

    30.1.1   Cable Theory: Current Flow 
in Dendritic Trees 

 When a given synapse is activated – triggered by an 
action potential in the presynaptic axon – a local con-
ductance change is produced (speci fi c transmitter-gated 
membrane ion channels are opened) in the dendritic 
membrane, through which ion current may transiently 
 fl ow and a local synaptic potential is generated. This 
local transmembrane synaptic current spreads in the 

  Fig. 30.1     The unique 
branching structure of 
neurons . A layer 5b 
pyramidal cell from cat 
visual cortex. Dendrites are 
depicted in  red , the axon in 
 white  with its varicosities 
marked by  yellow dots . Scale 
bar 100  m m (Courtesy of 
Kevan Martin and Tom 
Binzegger, INI, ETH, Zurich)       

   Rall’s cable theory for dendrites highlights the 
key parameters that determine the spread of syn-
aptic current from its dendritic site of origin to 
the soma/axon region. It provides fundamental 
intuition for signal processing in dendrites. 
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dendritic tree where it encounters ion currents and mem-
brane conductance changes resulting from the activa-
tion of other synaptic inputs. A certain portion of the 
synaptic current reaches the soma and axon membrane 
where, if suf fi ciently depolarized, an action potential 
(AP) or a train of them is discharged. These APs travel 
along the axon to activate the thousands of presynaptic 
release sites that are distributed along the axon. 

 We need to understand the effect of many converg-
ing excitatory and inhibitory dendritic synapses. 
Quantifying this input-output relationship requires a 
rigorous model of all biophysical parameters that 
determine signal processing in dendrites to the spike 
generation mechanism in the axon. These biophysical 
parameters include the spatial distribution of the acti-
vated synapses over the dendritic surface, their activa-
tion times, and the biophysical properties (time course 
and magnitude of conductance change, etc.) of the 
 synapses, as well as the electrical properties and 
detailed morphology of the dendritic tree. Rall’s 
  passive cable theory   [  22,   35  ]  provides the  skeleton 
upon which later more complicated nonlinear cases 
were considered ; example complications are that the 
membrane resistance is voltage-dependent and synap-
tic inputs are transient conductance changes, rather 
than linear current sources. Typically, the nonlinear 
cable equation cannot be solved analytically (but see a 
counterexample below) and numerical methods are 
needed  [  36  ] . 

 The one-dimensional cable theory assumes that 
current  fl ows in a core-conductor, either longitudi-
nally along the cable ( x ) or through the membrane. 
The longitudinal current,  i  

 a 
 , encounters the cyto-

plasm (axial) resistance,  r  
 a 
  (per unit length, in 

Ω/cm) thus     (1/ )(d /d )a ai r V x=   , (Ohm’s law) where  V  
is the transmembrane voltage. The membrane is 
electrically modeled by an equivalent R-C circuit; 
thus current can either cross the membrane via the 
passive membrane ion channels, represented by  r  

 m 
  

for unit length (in Ω × cm), or charge (and discharge) 
the membrane capacitance  c  

 m 
  (per unit length, in F/

cm). At any point  x  along the cable, the  change  
(    d /dai x   ) of the longitudinal current (per unit length) 

becomes the membrane current,  i  
 m 
 , per unit length 

(Kirchhoff’s law). Thus,     2 2(1/ ) ( / )m ai r dV dx= ´    and 

because     / /m m mi V r c dV dt= +    we get the passive 

cable equation,

        (30.1)  

or:

        (30.2)  

where     /X x λ=   ,     /m ar rλ =    is de fi ned as the space 
constant and     / mT t τ=   , where     m m mr cτ =    is the mem-
brane time constant. Rall  [  35  ]  has shown that Eqs.  30.1  
and  30.2  can be solved analytically for arbitrary pas-
sive dendritic trees receiving current inputs at any 
location  x . This allowed calculation of the membrane 
potential  V  at any dendritic location at any time  t  
(assuming that the dendritic membrane is passive). 
The speci fi c solution depends on the morphology of 
the tree, the electrical properties of the membrane 
( r  

 m 
 ,  c  

 m 
 ) and cytoplasm ( r  

 a 
 ), as well as on the boundary 

 condition at the end of the cable segment towards 
which the current  fl ows  [  40  ] . 

    30.1.1.1   Basic Biophysical Insights 
from Passive Cable Theory 

 Several key parameters control current  fl ow in den-
drites. One is the membrane time constant which, to a 
 fi rst approximation, sets the relevant time-window for 
synaptic integration. Synaptic inputs that arrive within 
this time-window will interact (summate) with each 
other (see discussion regarding the implications of the 
membrane time-constant in  [  25  ] ). The average electro-
tonic cable length of the dendritic tree,  L  (=  l / l ; unit-
less), is another key parameter; a short (electrically 
compact) dendritic tree implies that a signi fi cant por-
tion of the charge injected by the synapse will reach 
the soma and the spike generation mechanism at the 
axon. A key parameter that affects current  fl ow in 
branched dendrites is the “geometrical ratio” ( GR ) 
between the daughters (with diameter  d  

1
 ,  d  

2
 ) and the 

parent branch,  d  
 p 
 , whereby  GR  = ( d  

1
  3/2  +  d  

2
  3/2 )/ d  

 p 
  3/2 . 

Voltage attenuation from the parent branch towards the 
daughters is steeper when  GR  increases  [  39  ] . 

 The solution to the cable equation implies that the 
time-course of the voltage response to a step current 
injection (voltage build-up and decay) is governed by 
a sum over an in fi nite set of decaying exponents, 
    0 1/ //

0 1e e e nt t t
nC C Cτ ττ- - -+ +¼+ +¼    with time con-

stants     1 2, , ,nτ τ τ¼ ¼    all faster than the membrane 
time constant,     0( )mτ τ=   . These time constants are 
also called “equalizing” time constants because they 
determine how fast the potential equalizes along the 
entire dendritic cable at the end of the current injec-
tion. Rall showed that the values of     ( 1, 2, , , )i i nτ = ¼ ¼

2

2
.m

m m
a

r d V dV
V r c

r dtdx
= +

2

2
,

d V dV
V

dTdX
= +



674 S. Druckmann et al.

  depend on the electrotonic length,  L , of the dendritic 
tree; he showed that  L  can be estimated directly from 
the ratio     1/ ,mτ τ   

        (30.3)  

where     1τ    is the  fi rst (second largest after     mτ   ) equaliz-
ing time constant. Both,     mτ    and     1τ    can be recovered 
directly from the experimental transient voltage 
response to current injection to the soma by “peeling” 
the exponents ( fi rst     mτ    then     1τ   , etc.)  [  38  ] . 

 Based on this theoretical understanding (Eq.  30.3  
and using the “peeling” method), the passive mem-
brane time constant,     mτ   , of many central neuron types 
was shown to range between 5 and 100 ms imply-
ing that     

mR   , the speci fi c membrane resistivity 
ranges between     25,000 and 100,000 cmW´   , assum-
ing speci fi c capacitance,     mC    close to     21 F / cmμ   . The 
 average electrotonic length,  L , of dendrites of different 
neuron types was estimated to range between 0.2 and 
2. For electrically compact dendritic trees (such as cer-
ebellar Purkinje cells or spiny stellate cells) in the 
mammalian cortex  L  ranges between 0.3 and 0.5, 
whereas more extended dendritic trees may be 1.5–2 
long such as those of cat  a -motoneurons in the cat spi-
nal cord, or the large apical tree of layer 5 pyramidal 
cells in the neocortex; see reviews in  [  44  ] . This means 
that dendrites are electrically rather compact and that (in 
sharp contrast with what was commonly assumed) 
charge transfer to the soma is effective even from distal 
excitatory dendritic synapses in highly branched den-
dritic trees  [  40  ] . Nonetheless, because of the “leaky” 
boundary conditions imposed on thin distal dendritic 
arbors by its thicker parent branches ( GR  >1 for current 
 fl owing from the daughter branch towards the thicker 
parent branch), the peak voltage is expected to attenuate 
very steeply from the distal excitatory dendritic synapse 
towards the soma. In other words, the peak synaptic 
potential near the synaptic input site is signi fi cantly 
larger (10–100-fold) than that observed at the soma. 
Many of these early theoretical results can now be tested 
directly with pair electrode recordings from the soma 
and dendrites of the same cell, using infrared DIC video 
microscopy. These include assessing the degree of peak 
voltage attenuation and degree of charge transfer from 
dendrites to soma. 

 Another powerful method based on cable theory 
enabled the estimation of the distance,  X , (=  x /  l  ; unit-
less) between an activated synapse and the soma. Rall 

 [  37  ]  showed that the time-course (rise-time and half-
width, de fi ned as “shape indices”) of the synaptic 
potential at the soma increases as a function of the dis-
tance of the synapse from the soma. The excitatory 
postsynaptic potential (EPSP) at the soma, for synapses 
impinging on proximal dendritic sites, have a faster rise 
time and are narrower compared to the somatic EPSP 
originating from distal synapses. Additionally, Rall 
 [  37  ]  showed that the shape indices of the somatic EPSP 
can be used to estimate the time course of the synaptic 
current (see also  [  22  ] ). This theoretical insight was used 
for the  fi rst time by Rall  [  37  ]  to estimate the distance, 
 X , of the excitatory Ia synapses in spinal motoneurons 
from the soma. With a new staining method for den-
drites and their synapses, Walmsley et al.  [  48  ]  con fi rmed 
that this estimation indeed matched the actual distance 
of the Ia synapses from the motoneuron soma – a 
 triumph for Rall’s cable theory.    

    30.1.2   Recent Analytic Extensions 
of Passive Cable Theory 

 For simplicity, early implementation of the analytic 
cable theory assumed certain morphological idealiza-
tions as well as uniformity of membrane and cytoplasm 
properties. The consequences of relaxing these con-
straints were considered in later analytical studies by 
Rall and by others. 

 This is important, because the membrane properties 
of dendrites are not uniform and in some neuron types 
the membrane is more leaky for the distal dendritic 
membrane. Therefore, cable theory was generalized to 
account for the effects of nonuniform passive mem-
brane properties on current  fl ow in dendrites and to 
account for  fi ne-scale (order of micrometers) spatial 
 fl uctuations in the dendritic membrane conductance. 
These  fl uctuations may result from a large number of 
dendritic spines and varicosities. 

 Another extension of passive cable theory enabled 
to analytically explore an important question – how 

1/ 1,m

L =
-

π
τ τ

   Recent extensions of cable theory address a vari-
ety of anatomical and electrical complexities that 
were not included in Rall’s early studies, includ-
ing the case of dendrites with nonuniform mem-
brane properties, dendrites covered with spines 
and dendrites receiving multiple synaptic inputs. 
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long does it take for the synaptic potential to travel 
from its dendritic site of origin to the soma (the “den-
dritic delay”)? Towards this end, the dendritic voltage 
transients were characterized by their various moments, 
rather than by the more standard measures such as 
“time to peak” or “half width”. The solution to the 
cable equation for the various moments of the signal 
(e.g., the EPSP) provided, among other insights, a new 
understanding of the time-delay that dendrites impose 
on their synaptic potentials. 

 Brie fl y, the  i th moment of a transient signal func-
tion  f ( t ) is,

        (30.4)   

 The 0th moment is the area (time integral) of  f ( t ); 
the ratio between the 1st and the 0th moment is the 
“center of gravity”, or centroid, of  f ( t ), which is one 
possible (and mathematically convenient) measure of 
the characteristic time of the transient. The 2nd moment 
provides a measure for the “width” of  f ( t ). Replacing 
the voltage,  V , in Eq.  30.2  with     ,i fm   , a linear ordinary 
differential equation for each of the  i th moments is 
obtained. The solution describes the behavior of the  i th 
moments in arbitrary passive trees. Using the moments 
to compute the net dendritic time-delay ( TD ) for the 
propagation of EPSPs between the synaptic site and 
any other dendritic location, in particular the cell body, 
shows that TD may range between a few milliseconds 
to tens of milliseconds  [  3  ] . In cortical pyramidal neu-
rons, for example, this delay is expected to range 
between 0 (for somatic inputs) and     mτ    which is on the 
order of 5–20 ms (for distal synapses on the apical 
dendrite of pyramidal neurons). 

 One can also compute the local delay,  LD , the 
time difference between the centroid of the input 
current and the centroid of the resultant voltage tran-
sient at the input site. The  LD  can serve as a measure 
for the  time-window for input synchronization (the 
time-window in which local synaptic potentials can 
integrate locally with each other).  LD  at distal den-
dritic arbors may be as small as     0.1 mτ   , which is 
about 10-times shorter compared to  LD  at the soma. 
Namely, in a passive system, a more precise tempo-
ral synchronization is required for local summation 
of synaptic potentials in the dendrites as compared to 
the soma. However, this can be “reversed” for non-
linear dendrites when slower nonlinear processes 
(e.g., the NMDA currents) are more pronounced at 
distal sites  [  8  ] . 

 Below we provide the results of yet another theo-
retical challenge: to solve the cable equation when the 
dendritic tree receives multiple inhibitory conductance 
perturbations  [  17  ] . As highlighted below, this study 
has provided several surprising new results about the 
principles that govern the operation of synaptic inhibi-
tion in dendrites.  

    30.1.2.1   Dendrites with Multiple Inhibitory 
Synapses 

 In all chemical synapses, the transmitter released to the 
synaptic cleft binds to the postsynaptic receptors and 
triggers a local conductance change,     ig   . The synaptic 
current,  I , that is generated follows Ohm’s law and is

        (30.5)  

where  E  is the synaptic battery and     restV    and is the 
resting potential of the membrane; (    restE V-   ) is the 
synaptic driving (electromotive) force. Excitatory 
synapses are characterized by a synaptic battery, rang-
ing from 50 to 80 mV  more positive  than the resting 
potential. Therefore, excitatory synapses generate 
negative (inward) currents (excitatory postsynaptic 
currents, EPSCs), which cause membrane depolariza-
tion. In contrast, inhibitory synapses have smaller 
driving force, with a battery that is typically around 
0–20 mV  more negative  than the resting potential 
(namely  E  is close to     restV    for inhibitory synapses). 
Consequently, because     restE V»   , the inhibitory post-
synaptic potential (IPSP) is typically small and may 
even be zero when     restE V=   . Yet, as for all synapses, 
inhibitory synapses induce a local conductance change 
causing a reduction in the input resistance (    inR   ) at the 
vicinity of the synaptic location (sometimes named 
“shunt” or “shunting inhibition”). 

 Initially, the behavior of synaptic potential in the 
dendrite was the focus of studies that followed from 
Rall’s cable theory, while the effect of the synaptic 

, · ( )i
i fm t f t dt

¥

-¥
= ò

( )i restI g E V= ´ -

   The strategic placement of inhibition in dendrites 
strongly affects the input-output properties of 
neurons. Distal inhibitory conductance change 
spreads poorly distally but it effectively dampens 
proximal dendritic nonlinearities (“hotspots”); 
multiple inhibitory synapses surrounding a den-
dritic sub-domain effectively control the excit-
atory activity within this subdomain. 
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shunt (which functionally perturbs the membrane 
properties) gained less attention. What would be the 
impact of such perturbation on the processing of syn-
aptic potentials in dendrites? 

 We start by de fi ning a functional parameter for 
measuring the impact of the inhibitory conductance 
change, which we term the shunt level ( SL ). For this 
analysis we assume that     ig    is constant (steady state).  SL  
is simply the relative drop in input resistance at any 
dendritic location  d , following the activation of one (or 
several) steady-state synaptic conductance change     ig    in 
the dendritic tree,

        (30.6)  

 D  R  
 d 
  is the change in input resistance at location  d  and 

 R  
 d 
  is the input resistance before the activation of  g  

 i 
 . 

 SL  
 d 
  depends on the particular dendritic distribution 

and values of the various  g  
 i 
 ’s in the tree, and ranges 

from 0 (no shunt) to 1 (in fi nite shunt); e.g.,  SL  
 d 
  = 0.2 

implies that the inhibitory synapse(s) reduced the 
input resistance at location  d  by 20 %.  SL  is thus a 
natural and straightforward measure for the functional 
impact of inhibitory synapses but is also applicable 
for excitatory synapses, which, as any synaptic input, 
also exert a local membrane conductance change when 
activated. When only a single conductance change,  g  

 i 
 , 

is active at location  i , it is easy to show that  SL  at any 
location  d  is,

        (30.7)  

where     iR    is the input resistance at location  i  before the 
activation of the synapse, and     , ,( )i d d iA A    is the steady 
voltage attenuation from  i  to  d  (and vice versa). Here 
we de fi ne the voltage attenuation     ,i dA    for steady cur-
rent injected at location  i  as the ratio between the volt-
age at location  i  and that in location  d ;     /d iV V    (note 
that typically     , ,i d d iA A¹   ). Equation  30.7  shows that the 
amplitude of  SL  at the input site (in square brackets) 
depends on both     ig    and     iR   . Interestingly, the attenua-
tion of  SL  depends on the voltage attenuation in both 
the “forward” direction (from synaptic locus,  i , to the 
measured locus  d ) as well as on the “backward” direc-
tion (i.e.,     , ,i d d iA A´   ). Therefore, it is affected by the 
boundary conditions in  both  ends of the cable. One 
straightforward outcome of this is that the attenuation 
of  SL  (e.g., from a proximal synaptic site) towards the 

terminals depends on the size of the soma. This is in 
marked contrast to the behavior of the voltage,  V , 
whereby the attenuation (from soma to dendrites) does 
not depend on the soma size (i.e., on the current sink 
provided by the soma). 

 Figure  30.2  compares the attenuation of  SL  and of  V  
from a distal synaptic input site in an idealized den-
dritic tree. The voltage attenuation is steep in the 

/ .d d dSL R RD=

, ,1
i i

d i d d i
i

g R
SL A A

g R

é ù
= ´ê ú+ë û

  Fig. 30.2     The spread of synaptic shunt in dendrites receiv-
ing distal synaptic conductance perturbation .  Top : Idealized 
symmetrically branched dendritic modeled tree  [  40  ] .     ig   is 
located at a single terminal end.  Bottom :  SL  attenuation ( con-
tinuous line ) and steady voltage attenuation ( dotted line ) from 
the distal dendritic terminal end to the soma. Note that  SL  atten-
uates steeply towards the dendritic terminals ( red arrow ) com-
pared to voltage which attenuates only slightly ( black arrow )       
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 centripetal direction (as  GR  is large in this direction, 
see above) whereas it is shallow in the centrifugal 
direction ( GR  = 1 in this direction, for the idealized tree 
modeled).  SL , however, attenuates steeply in the thin 
distal dendritic branches, in both the centrifugal and 
the centripetal direction ( red arrow  in top scheme). 
This implies that the impact of a single conductance 
perturbation diminishes rapidly with distance in such 
thin dendritic branches.  

 Next, still considering the case of a single inhibi-
tory conductance perturbation, one may ask: “what is 
the strategic placement of an inhibitory synapse for 
maximally dampening local dendritic excitable 
hotspots”? By “hotspot” we refer to a dendritic region 
containing high density of voltage-dependent (“active”) 
ion channels, e.g., NMDA-receptors or voltage-gated 
    2Ca +    channels. 

 Classically, it was shown both computationally 
and analytically that the optimal locus for an 
 inhibitory synapse to maximally reduce the somatic 
depolari zation is when it is placed between the excit-
atory  synapse and the soma (“on-the-path” inhibi-
tion)  [  22,   24,   37  ] . Surprisingly, this rule is typically 
“reversed” (Fig.  30.3a ), i.e., inhibitory synapses are 
more effective in dampening the active current gener-
ated at the hotspot when placed distally to the hotspot 
(“off-the-path”) rather than “on path” at a corre-

sponding  location. This is due to the steeper attenua-
tion of  SL  from the proximal site to the hotspot as 
compared to the corresponding distal site (Fig.  30.3b ) 
 [  17  ] . This strong effect of distal inhibition on the 
more proximal dendritic hotspots may explain why 
inhibitory synapses are found also at the very distal 
dendritic regions.  

 In the mammalian central nervous system, a single 
inhibitory axon typically forms multiple, sometimes 
up to 20, contacts per axon on the target dendritic tree 
(for further reading see  [  30  ] ). Consequently, when 
these inhibitory axons  fi re an action potential, the den-
dritic tree of the postsynaptic neuron will be shunted at 
multiple sites (almost) simultaneously. What are the 
functional implications of such multiple inhibitory 
contacts? 

 The steep attenuation of the  SL  with a single inhibi-
tory synapse supports the prevailing view that inhibi-
tion acts highly locally and that it is always maximal 
at the synaptic site itself. However, with  multiple  
inhibitory synapses inhibition acts globally, spreading 
its impact hundreds of micrometers away from the 
synaptic  contacts. Even more surprising is the  fi nding 
that, with multiple inhibitory contacts, inhibition in 
regions lacking inhibitory synapses might be stronger 
than inhibition at the synaptic sites themselves. Both 
these results are depicted in Fig.  30.4  for a model of 

a b

  Fig. 30.3     Distal inhibition is more effective than proximal 
inhibition in dampening the local dendritic “hotspot” . ( a ) A 
model of a cylindrical cable (sealed end at  L  = 1) coupled to an 
excitable soma. Twenty NMDA synapses are clustered at the 
“hotspot.” Each synapse is randomly activated at 20 Hz. 
Inhibition of the somatic spikes is more effective when placed 
distally to the hotspot ( black  synapse and corresponding somatic 
spikes) than proximally ( orange  synapse and corresponding 
somatic spikes). Both synapses are placed at the same 

 electrotonic distance ( X  = 0.4) from the hotspot with     1 nSig =   . 
( b ) Cylindrical model as in (a), but with a passive soma.  SL  is 
analytically computed at the hotspot as a function of the dis-
tance of  g  

 i 
  from the hotspot.  SL  is maximal when    ig   impinges 

directly on the hotspot.  SL  at the hotspot diminishes more 
steeply when    ig   is placed on the path between the hotspot and 
the soma (“on-path” condition) than when placed distally to the 
hotspot (“off-path” condition)       
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CA1 neuron receiving 15 synaptic contacts in three 
separate dendritic domains (Fig.  30.4a ). These results 
indicate that relatively few inhibitory synapses may 
“cover” (effectively inhibit) a large dendritic region; 
perhaps explaining why in most central neurons only 
about 20 % of the total number of dendritic synapses 
are inhibitory.  

 The case of multiple conductance perturbation in 
arbitrarily passive dendrites can be solved recur-
sively. Based on Rall’s method  [  35  ]  the input resis-
tance at any dendritic location  d  can be computed 
twice; once prior and once following the activation 
of the synaptic inhibition.  SL  at any given location  d  
is the difference between the two solutions ( D  R  

 d 
 ) 

divided by  R  
 d 
 , the input resistance without inhibition 

(see Eq.  30.6 ).    

    30.1.3   Computing with Dendrites 
and Their Synapses 

 The models described above focused on understanding 
how the neuron’s substrate, dendrites, synapses, and 
membrane ion channels effect the processing of synap-
tic inputs in neurons. At a higher, more abstract, level, 
one may ask: “what are the elementary computations 
that could be implemented due to the unique structure 
and biophysics of dendrites?” In particular, it was 
argued that the electrically distributed system provided 
by dendrites endows neurons with the potential for 
performing several elementary computations, beyond 
those that a structureless “point” neuron could imple-
ment. Indeed, one may view the dendritic tree as 
 composed of a system of semi-independent functional 
subunits. In each of these functional units, local plastic 
processes as well as local computations may take place 
almost independently from other subunits. The result 
of this local nonlinear computation may (or may not) 
be then delivered to the soma-axon region  [  6  ] . 

 For example, suppose that a distal dendritic branch 
is endowed with a local nonlinear “hotspot” which is 
activated by a local excitatory synapse,  E , and that a 
distal inhibition,  I , in this branch is not active. In this 
case ( E  AND NOT  I ), the excitatory synapse will be 
boosted by the “hotspot”, thus delivering a signi fi cant 
amount of excitatory current to the soma. In another 
similar branch,  I  is active when  E  is active ( E  AND  I ). 
In this case (if  SL  provided by  I  is large), this branch 
will not contribute an excitatory charge to the soma 
and, thus, will not affect the output of that neuron. 

 Some of the key computations that can be per-
formed with dendrites are:
    1.     Detection of motion direction . This operation is of 

particular importance for the survival of any living/

a b

c

  Fig. 30.4     Spread of   SL   in dendrites receiving multiple 
inhibitory synapses . ( a )  SL  (color-coded) in a model of a 
reconstructed CA1 pyramidal neuron receiving a total of 15 
inhibitory synapses ( white dots ; each synapse exerts a steady 
conductance change,     0.5 nSig =   ) targeting distinct dendritic 
subdomains (basal, oblique, and apical). Note the spread of the 
inhibition ( red ) hundreds of  m m from the synapses. ( b ) AMPA-
like excitatory postsynaptic potentials (EPSPs) at the sites 
(denoted by  yellow arrows  in a) before ( continuous line ) and 
following ( dashed line ) the activation of the 15 inhibitory syn-
apses. The top traces are for the distal site, whereas lower 
traces are for the proximal site. The distal excitatory synapse is 
colocalized with one of the inhibitory synapse; the EPSP gen-
erated by this synapse is less inhibited ( SL  = 0.2) than the EPSP 
generated by the proximal excitatory synapse ( SL  = 0.25), far 
from any one of the inhibitory synapses. ( c )  SL  as a function of 
distance from the soma for the model shown in (a).  Black dots  
denote the inhibitory synapses at the three dendritic subdo-
mains.  Yellow dots  denote the location of the two excitatory 
synapses in ( a )       

   Dendrites, with their unique anatomy, nonlin-
ear membrane properties and the large number 
of excitatory and inhibitory synapses, could 
potentially implement a variety of sophisticated 
computations, including multiplication-like 
(“AND-NOT”) operations, coincidence detec-
tion, and input classi fi cation. Recent experi-
mental work provided direct evidence that the 
nervous system does exploit the computational 
capabilities of dendrites. 
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moving creature (e.g., detecting whether a car is trav-
eling towards you or in the opposite direction). 
Indeed, directional selective neurons are found 
already in the retina of both vertebrates and inverte-

brates. One possible mechanism for implementing 
this computation is highlighted in Fig.  30.5   [  24,   36  ] .   

    2.     Collision avoidance . For instance in the lobula giant 
movement detector (LGMD) of locusts two inputs 

a

b

c

d

  Fig. 30.5     Computing the direction of visual motion in gan-
glion cells in the retina . ( a ) Experimental demonstration that 
some retina ganglion cells (GCs) are directional selective. 
Visual motion is simulated by  fl ashing slits of light bars on the 
retina in successive times ( A  then  B  or  B  then  A ) and recording 
the resultant spikes from a retinal GC. The preferred sequence 
( A  then  B ) evoked greater  fi ring than the null sequence ( B  then 
 A ). ( b ) For the preferred sequence, the excitatory input to the 
GC ( red traces ) starts earlier and is larger than the (later) inhib-
itory input ( blue traces ). In contrast, in the null sequence, the 
inhibitory input starts earlier and is larger than the excitatory 
input. ( c ) Calcium in fl ux is enhanced in the dendrites of the 
starburst amacrine cells ( SAC ) only for motion in the null 

direction. Calcium in fl ux leads to increased release of the 
inhibitory transmitter (GABA) onto the postsynaptic GCs via 
dendro-dendritic synapses ( red dots ). This demonstrates that 
direction selectivity is computed locally in SACs’ dendritic 
branches at a stage before ganglion cells. ( d ) The larger num-
ber of inhibitory synapses on one side of the GC’s dendrites 
(more  red dots  on right side of GC dendrites) serves as the 
anatomical basis for the GC’s directional selectivity. The asym-
metric inhibition is achieved by a developmental program that 
speci fi cally strengthens the inhibition from SACs located on 
the null side (Adapted from Sterling  [  47  ]  with permission; 
copyright 2012, Macmillan Publishers Ltd: Nature.)       
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(one excitatory, one inhibitory) converge onto 
LGMD dendritic trees, where they are multiplied. 
This operation underlies the response of LGMD to 
looming visual stimuli  [  16  ] .  

    3.     Storage and classi fi cation of multiple input fea-
tures . Models show that mapping of excitatory syn-
apses onto speci fi c dendritic branches combined 
with local nonlinearities in these branches, enhances 
the input classi fi cation capacity of neurons  [  28  ] .  

    4.     Calculation and memory of position variables . This 
requires a temporal integration of velocity signals – 
an operation that is essential for, e.g., maintaining a 
particular posture and for navigation. It is argued 
that time-dependent position representation could 
be implemented by calcium dynamics in single 
neurons  [  27  ] .  

    5.     Recovering input signals in the presence of strong 
noise . The mechanism suggested and experimen-
tally tested in the optic neuropile of the blow fl y is 
that temporal summation of corrupted signals arriv-
ing from different dendritic branches is averaging 
out local  fl uctuations, thus giving rise to a faithful 
(smooth) representation in the axon (output) of the 
visual input  [  45  ] .  

    6.     Enhancing temporal resolution for coincidence 
detection . The short effective time constant (short 
local delay,  LD , see above) in dendrites and the 
strong voltage saturation of the synaptic input in 
dendrites (due to high local input resistance), com-
bined with dendritic nonlinearities could equip the 
neuron with a temporal resolution in the submilli-
second range – which is faster than its membrane 
time-constant or the typical time constants of its 
synapses  [  2  ] .  

    7.     Allowing different temporal coding in the same 
neurons.   In vitro  experiments in layer 2/3 cortical 
pyramidal cell dendrites have shown that different 
coding schemes could be implemented in different 
parts of the same dendrite. Due to stronger activa-
tion of the slow NMDA receptors at distal sites, the 
summation of synaptic inputs in these sites is less 
sensitive to the exact input timing (“rate code”). 
Inputs to more proximal sites (with less activation 
of NMDA current) are more sensitive to temporal 
precision of the input (“temporal code”)  [  8  ] .     
 Thanks to the advance of new optical and anatomi-

cal technologies, the direct involvement of dendrites in 
speci fi c computation was experimentally demonstrated 
 in vivo   [  45  ] . Probably the most complete example to 
date is the computation of direction of visual motion in 

retinal ganglion cells (GC). This computation requires 
some source of asymmetry whereby the synaptic input 
impinging on the GC for one (e.g., preferred) direction 
of the visual motion differs from the synaptic input to 
the GCs for movement in the opposite (null) direction. 
Indeed, theoretical ideas regarding computation of 
directional selectivity in dendrites were put forwards 
some 50 years ago  [  24,   36  ]  and  in vitro  experiments 
have con fi rmed some of these predictions. With the 
recent convergence of several new technologies (optical 
imaging from dendrites  in vivo  and large-scale recon-
struction of synaptic connections onto the GCs using 
electron microscopy) a detailed solution for this long-
standing problem has been provided (Fig.  30.5 )  [  9,   47  ] .  

    30.1.4   Diversity of Neurons 
and Their Computation 

 Ever since the intricate shape of neurons was  fi rst 
observed, similarities and differences between neurons 
have been described, starting with the beautiful draw-
ings by Ramón y Cajal. A fundamental question that 
immediately strikes the viewer upon seeing these illus-
trations is whether the  fi ne shape of each neuron is 
unique, like snow fl akes, to that particular neuron in 
this particular animal or whether neurons come in a 
small number of neuronal types, or classes. This ques-
tion is hard to resolve (see below). However, when 
considering invertebrate systems one can clearly rec-
ognize the particular anatomical shapes of individual 
cell types repeatedly from animal to animal and the 
concept of an “identi fi ed neuron” is quite clear  [  31  ] . 
To what degree this holds for vertebrate systems is still 
an open question, though some examples of identi fi able 
neurons are known.  

 Beyond the empirical question of the similarity of 
neurons, one can ask the more fundamental question of 
whether the computing elements – the neurons – are 

   Neurons may be classi fi ed into “classes” based 
on a variety of attributes – their particular mor-
phology, their electrical properties, their axonal 
targets, or their genetic expression pro fi le. How 
many classes of neurons there are in a particular 
brain region and what is the functional 
signi fi cance of having such classes are still open 
questions. 
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stereotypical for a case where we know that a neuronal 
circuit performs a stereotypical computation. The most 
thorough and elegant exploration of this question has 
been the study of the lobster stomatogastric ganglion, in 
the laboratory of Eve Marder. The ganglion is respon-
sible for, roughly speaking, controlling the processing 
of further breaking up swallowed food which is not 
effectively chewed by the mouth parts. This system 
contains approximately 30 neurons, and it generates a 
simple, stereotypic output – a rhythmic pattern and con-
tinues to provide its output also when removed from the 
animal (see Chap.   23    ). One of the most interesting 
 fi ndings of this work has been that underlying the same 
macroscopic electrical behavior (“phenotype”) of a 
given cell type, one  fi nds  different  microscopic elements 
that subserve this particular electrical behavior, i.e., dif-
ferent combinations of types and densities of ion chan-
nels provide the same macroscopic behavior  [  29,   34  ] . 

    30.1.4.1   The Diversity of Cortical Inhibitory 
Interneurons 

 Is microscopic diversity of neurons with similar mac-
roscopic electrical behavior unique to invertebrates? 
Do vertebrates have a subset of macroscopic neural 
classes, despite neurons being less stereotypical? 
Different classi fi cations of the variety of neurons have 
been suggested according to various criteria such as 
structure of the axon, extent of the dendritic arbor, 
measures of electrical activity, and other criteria  [  7  ] . 
Yet the most striking dichotomy is that known as 
“Dale’s law” – the principle that an individual neuron 
will have either only an excitatory or an inhibitory 
effect on  all  its postsynaptic cells. This principle 
divides neurons of the central nervous system into 
excitatory and inhibitory neurons. 

 Inhibitory interneurons compose approximately 20 % 
of the neurons in the neocortex and are found within all 
its layers. The role interneurons play in network dynam-
ics is still a subject of open research with many sugges-
tions proposed. Of course, the most basic role is to 
counteract (or balance) excitation. More subtle roles for 
inhibition have also been suggested, from increasing the 
separation between similar and competing representa-
tions, e.g., “winner takes all” algorithms, through increas-
ing temporal  fi delity of neurons, to enabling oscillations 
in different frequencies in the network activity. 

 Attempts to classify inhibitory neurons have brought 
forth a number of intriguing  fi ndings regarding the 
speci fi c nature of their diversity. For example, the 
response of inhibitory neurons, in term of action 

 potential (AP)  fi ring, to applied step depolarizing cur-
rent varies widely between different cells (Fig.  30.6 ). 
Yet at the same time, several general classes of  fi ring 
responses can be observed. Some respond to step cur-
rent stimuli with orderly trains of APs (“regular spik-
ing” neurons), some emit high-frequency bursts 
followed by a quiescent period (“stuttering” neurons), 
others respond with a series of APs with pauses that 
increase over the span of the stimulation (“accommo-
dating” neurons). Intriguingly, these different patterns 
of AP  fi ring match quite well with patterns observed in 
measures of completely different qualities, such as the 
morphology of the neuron, the pro fi le of different 
genes expressed in these different electrical cell-types, 
or the territory of postsynaptic innervation by these 
neurons (e.g., close to the postsynaptic cell’s soma, or 
distally in the dendrites of the target cell  [  19  ] ).  

 Such speci fi city within diversity tantalizingly sug-
gests it could be explained in terms of a set of distinct 
classes, building blocks, which compose the inhibitory 
circuitry of cortical neural networks. Modern tech-
niques, most notably genetic analysis, are increasingly 
used  [  32  ] . Notably, interneuron diversity is not solely a 
cortical phenomenon and has also been observed for 
instance in the hippocampus. Moreover, the question 
of neuronal cell types is relevant for all nervous sys-
tems, especially those with a small number of neurons, 
such as  C .  elegans , where the entire neuronal popula-
tion may eventually be described.  

    30.1.4.2   Classifying Cortical Inhibitory 
Interneurons 

 The existence of electrophysiological classes of neu-
rons, and in particular the rich  fi ring repertoire of corti-
cal interneurons, their macroscopic electrical behavior, 
has been examined both  in vivo  and  in vitro   [  30  ] . 
Typically, the difference in electrical classes of neu-
rons has been observed and discussed in terms of the 
response to  depolarizing step currents . Indeed, the 
naming conventions of these classes mostly arise from 
the response to such current clamp stimulations 
(“ regular  fi ring” “adapting”, “bursters”, “stutterers” 
etc.). Recently, a meeting between members of differ-
ent prominent labs worldwide that study the diversity 
of cortical interneurons took place in Petilla de Aragon, 
the birthplace of Ramón y Cajal. This group, “the 
Petilla Interneuron Nomenclature Group (PING)” met 
in an attempt to unify ideas, intuitions, and methods in 
order to arrive at a uniform classi fi cation of neuronal 
diversity. The  fi nal result  [  7  ]  lists six main types of 

http://dx.doi.org/10.1007/978-3-642-10769-6_23
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 fi ring patterns: fast spiking, adapting, nonadapting 
non-fast spiking, accelerating, irregular spiking, and 
intrinsic burst  fi ring (Fig.  30.7 ).   

    30.1.4.3   Conductance-Based Models 
Capturing Diversity of Electrical 
Classes  

 Unlike the lobster stomatogastric system mentioned 
above, direct measurement of all the different ionic 
conductances underlying an electrical class of cortical 
inhibitory interneurons is not yet technically feasible. 
An alternative approach to explore the microscopic 

basis of the macroscopic electrical classes is to math-
ematically model their electrical properties, using 
conductance-based models and the Hodgkin-Huxley 
formalism (see Chap.   7    ) for describing the kinetics of 

  Fig. 30.6     Examples for neocortical cell types . Three typical 
cell types of the neocortex, fast spiking basket cell ( left ), regu-
lar  fi ring pyramidal cell ( middle ), and accommodating 
Martinotti cell ( right ) are shown with their morphology ( top ) 

and typical response to intracellular step current injection 2 
seconds long ( bottom ). Note that the axon of the Martinotti cell 
is not shown and neurons have different scale. Scale bars indi-
cate 100  m m       

   Conductance-based models aim to describe in 
detail the microscopic basis of a neuron’s electri-
cal behavior, i.e., the electrical current that  fl ows 
through the different speci fi c ion channels 
embedded in the neuron’s membrane. 

 

http://dx.doi.org/10.1007/978-3-642-10769-6_7


68330 Computational Neuroscience: Capturing the Essence

the underlying membrane ion channels. Moreover, 
such neuron models allow to perform detailed 
 simulations of cortical network dynamics, in which  in 
silico  manipulations of the nature and details of inhib-
itory interneuron diversity will serve to tease apart the 
effect of the different classes of electrical diversity on 
the overall dynamics of the network. Since the den-
sity, distribution and even the type of ion channels 
involved are typically left as free parameters of the 
model due to the aforementioned technical dif fi culties 
in measuring them, the parameter constraining proce-
dure is a crucial part of the generation of conductance-
based models for these cells. As there are at least 13 
classes of cortical inhibitory interneurons and as many 
morphological classes (Fig.  30.7 ), it is clear that man-
ual parameter tuning, which requires a vast amount of 
time, is inappropriate for the scale of this effort. 
Instead, an algorithmic automated approach is required 
(Fig.  30.8 ).   

    30.1.4.4   Feature-Based Distance Functions 
for Spiking Neurons 

 The  fi rst step in an algorithmic approach to capturing 
the  fi ring repertoire of neurons is to develop distance 
functions that indicate how close is a modeled neu-
ronal  fi ring pattern to the experimental  fi ring (target) 

behavior: when is the electrical behavior of the model 
close enough to be considered a valid match for the 
electrical behavior of interest? Traditional approaches 
attempted to bring the model voltage trace into as 
close as possible with a single target voltage trace. 
However, due to the intrinsic variability inherent to 
neurons, responses to the exact same stimulus in the 
same neuron can vary considerably, making the 
approach of trying to bring the model in agreement 
with a single voltage trace problematic. Rather than 
using the whole voltage (spiking) trace as a target for 
 fi tting, certain attributes, or features, of the neuron’s 
response to a repeated stimulus can serve as measures 
of similarity between model and experiments. For 
instance, the features could be: the rate of the APs dis-
charge, the height of APs, their width, etc. These fea-
tures are considerably well conserved between 
repetitions, and their experimental mean and  variability 
are easy to de fi ne. 

 These features of the  fi ring of interneurons can be 
used both to classify the diversity of inhibitory 
interneurons and to model them  [  14  ] . Often multiple 
features will be required to faithfully capture the dif-
ferences in  fi ring repertoire of different electrical 
classes. Multiple Objective Optimization (MOO  [  13  ] ) 
is a technique for combined optimization of multiple 

  Fig. 30.7     Petilla interneuron nomenclature for cortical 
interneurons . Examples of different types of electrical behavior 
as presented in an attempt to standardize nomenclature between 
experimental groups.  Rows  indicate steady state behavior while 
 columns  indicate initial transient behavior. This is a partial list of 

all neuron types in  [  7  ] . Namely, bursting and accelerating 
interneurons are not shown (Adapted from Ascoli et al.  [  7  ]  with 
permission; copyright 2012, Macmillan Publishers Ltd: Nature 
Reviews Neuroscience.)       
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incommensurate and possibly con fl icting measures of 
success (termed objectives). 

 Applying the MOO procedure to the diversity of 
interneurons it is possible to obtain faithful conduc-
tance-based models of different  fi ring behaviors 
(Fig.  30.9 ). The same approach can of course be 
extended to other neuron types.  

 As was the case with the lobster stomatogastric 
neurons, for each interneuron class modeled, multi-
ple combinations of the densities of ion channels are 
acceptable solutions. Thus, we  fi nd that the notion 
of many microscopic solutions for generating the 
same macroscopic behavior holds also for the very 
diverse  fi ring repertoire of cortical inhibitory 
interneurons  [  14  ] . 

 On a  fi nal note regarding this issue, any compo-
nent of a biological system will show some variabil-
ity. The discussion above implicitly assumed that we 
have a way of de fi ning how large of a change from 
the recorded macroscopic behavior is still within the 
accepted variability. The guideline used for the 
inhibitory neurons was that the type of changes 
found within repeated representation of the same 

stimulus to the same neuron must be within the 
accepted variability. More generally, on the concep-
tual level the type and amount of variability that is 
reasonable to expect from a single neuron would be 
that variability which still results in a functioning 
neural circuit, e.g., variability that does not interfere 
with the function of downstream neurons. But how 
do we know what interferes with the function of 
downstream neurons? Perhaps something that does 
not interfere with their own downstream neurons? 
Clearly we run the risk of an argument that continues 
 ad in fi tum , or at least until we can record from each 
neuron in the brain. Fortunately, one solution that 
allows breaking this in fi nite chain can be found if we 
can connect the function of the neural circuit to a 
de fi ned behavior. If that behavior is still viable with 
a certain variability then that variability can be 
deemed reasonable. For instance, if the neural com-
ponents still produce the correct rhythmic patterns in 
the case of the lobster stomatogastric ganglion  [  29  ] . 
Thus, we must ultimately strive to think of neurons 
and the circuits they compose in terms of the behav-
ior of the organism as a whole.    

a b c

f
ed

  Fig. 30.8     From experimental data to acceptable conduc-
tance-based neuron model . ( a ) Data is collected from voltage 
responses to a set of intracellular current injections (steps in the 
example shown, but could also be ramp current, noise currents, 
etc.) recorded from single cells’ somata. ( b ) The voltage traces 
are characterized using a set of features (e.g.,  fi ring rate, height of 
action potentials). For each feature both the experimental mean 
and standard deviation ( SD ) are obtained. ( c ) The generic form of 
a model to be constrained consists of a reconstructed morphology 
and an assumed set of membrane ion channels (including their 

kinetics but not their densities). ( d ) A multiple objective, genetic 
algorithm-based process of stochastic optimization is applied in 
order to obtain values for     ig    that minimize the distance between 
the experimentally-measured set of features and those of the 
model. The convergence of the average error is shown by the  blue 
curves . ( e ) For the many possible solutions at the  fi nal iteration, a 
selection criterion of two experimental SDs in each feature is 
used for choosing a subset of solutions (sets of     ig    values); these 
are considered acceptable models. ( f ) An example of the response 
of one successful model to a step current input as in (a)       
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    30.2   Computation in Neuronal Networks 

    30.2.1   Perceptron 

 The perceptron  [  42  ]  is perhaps the simplest model of 
network computation, yet it is a cornerstone for many 
theories of neural computation and for the  fi eld of 
machine learning. The basic form of the model is a 
single neuron that receives inputs from a group of neu-
rons (Fig.  30.10 ). It is convenient to think of these neu-
rons belonging to stages, or layers, of processing. The 
 fi rst layer is the input layer and the second the output 

layer. Each of the input neurons drives the output neu-
ron with a certain weight  j , which can be different for 
each neuron; conceptually, the weight corresponds to 
the strength of an input synapse. A positive weight 
indicates that activity in the input (presynaptic) neuron 
excites the output (postsynaptic) neuron, making it 
more likely to discharge an action potential. Conversely, 
a negative weight indicates that activity in the input 
neuron inhibits the output neuron making it less likely 
to discharge an action potential. To  fi nd the activity of 
the perceptron, we simply add up all the inputs coming 
to the neuron, multiplied by their weight. In other 

a b c

  Fig. 30.9     Modeling the diversity of interneuron behavior . 
For each of three interneuron types, an experimental voltage 
trace of the response of an interneuron to a step current injection 
is shown ( top ) along with a corresponding model trace ( bottom ). 
The conductance-based model of that interneuron was obtained 

using the MOO procedure. Shown are ( a ) accommodating, ( b ) 
fast-spiking, ( c ) stuttering interneurons. The models clearly dif-
fer in terms of the density of ion channels. For instance, the 
adaptation in  a  is mediated by calcium-dependent potassium 
channels which are not present in the solution for case  b   [  14  ]        

a b c

  Fig. 30.10     Perceptrons . ( a ) Schematic of a simple perceptron 
in which a set of input neurons     1 2 n, ,S S S¼   ( red ) are con-
nected to an output neuron, sigma ( blue ). ( b ) Given a particular 
input pattern of “1”s and “−1”s, the activation of the perceptron 

is found by multiplying the inputs by their weights,     iJ   . This 
activation is then compared to the threshold,  q  ( c ) Multiple per-
ceptrons can be connected in parallel to the same input neurons 
to perform different computations       
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words, we make the simplifying assumption that the 
neuron linearly integrates across its presynaptic part-
ners. We assume that a perceptron has a simple 
 threshold; if the input is greater than threshold the 
 perceptron responds with a positive (spiking) response, 
if it is under threshold, with a negative (silent) response. 
One can make an additional simplifying assumption 
that the activity of the neurons is binary, being equal to 
plus one (spiking) or minus one (silent).   

 There are numerous interpretations of the computa-
tion performed by the perceptron model. For instance, 
one can describe the computation as the weighing of 
different input data in order to make a decision. In this 
view, the activity of the output neuron represents a 
decision that the organism needs to make, e.g., “Should 
I run away very quickly?” while each of the input neu-
rons indicates the truth or falseness of a certain piece 
of information regarding the world, e.g., “I see a tiger 
in front of me”. The synaptic weight between the input 
neuron and the output neurons measures how strongly 
and in which direction (positive or negative) that piece 
of information should in fl uence the decision. In this 
case the “tiger” (input) neuron would probably be con-
nected with a high weight to the output “I should run” 
neuron. 

 Mathematically, the perceptron is a “dichotomizer”, 
i.e., it embodies a dichotomous decision all input 
 patterns are assigned one of two values: true or false. 
Though it might seem natural to use 1 to designate true 
(or spiking) and 0 to designate false (silent) it turns out 
to be more mathematically convenient to designate 1 
for true and −1 for false. Each input can take two val-
ues and there are  n  such input neurons, for a total of 2 n  
different possible patterns. The perceptron is de fi ned 
by its weight vector  J , which has as many entries as 
there are neurons in the input layer and by its thresh-
old,  q . Multiplying each input pattern by the weight 
vector and summing, we have a given total input cur-
rent to the perceptron for each input pattern. For some 
patterns this input current will be greater than  q , these 

are the patterns for which the perceptron gives a posi-
tive response whereas for the other patterns the percep-
tron will yield a negative response. 

 The perceptron can be trained to give the correct 
responses for a set of prede fi ned input patterns. 
Namely, the output of the perceptron is required to be 
+1 for some (arbitrary) set of patterns and −1 for other 
patterns. Consider the example of a perceptron receiv-
ing two inputs. There are 2 2  = 4 possible input patterns 
([+1, +1], [+1, −1], [−1, +1], [–1, −1]). We can require 
different outputs for these input patterns. Some of 
these input-output functions can be correctly per-
formed by a perceptron (the “AND” output, 
Fig.  30.11a ), while others cannot (the “XOR” output, 
Fig.  30.11b ) since a perceptron can only perform 
 linear classi fi cation. There is a simple geometrical 
intuition for the success of a perceptron classi fi cation. 
If a straight line that separates the input patterns so 
that all those that should be classi fi ed with +1 are on 
one side and all those that should be classi fi ed as −1 
are on the other, the particular set of patterns can be 
classi fi ed by a perceptron (compare Fig.  30.11a, b ). 
The weight of the perceptron will be a vector that is 
perpendicular to the line and pointing in the direction 
of the positive examples (Fig.  30.11a ).  

 Training is performed by “supervised learning”, 
the type of learning where the student is provided with 
both the input pattern to be classi fi ed and the correct 
response (+1 or −1) for each pattern. When the 
prede fi ned responses can in principle be correctly per-
formed with a perceptron, i.e., when there exists a 
 fi xed weight vector,  J , by which the input patterns are 
multiplied and summed over, such that all patterns that 
should have a positive response (+1) sum up to a num-
ber greater than the threshold, and the sum for all other 
patterns sum up to a number lesser than threshold, this 
classi fi cation task is called linearly separable. It can be 
proven that a simple learning rule which updates the 
perceptron weights a little bit at every time step, will 
converge after presentation of a reasonable number of 
examples to a solution that correctly classi fi es the pat-
terns. The perceptron learning rule is as follows:

        (30.7)  

where

        (30.8)  

 new old
i i iJ J J= + D´h
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   The perceptron is a simple model for learning in 
neural networks. In this “supervised learning” 
model, the synaptic weights of a simple neural 
network are repeatedly adjusted in response to 
stimuli, in order to produce a desired output. 
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Where  J  denotes the weight vector and  i  its  i th compo-
nent,     k

ix    denotes the  i th component of the  k th input 
pattern,     ky    denotes the output of the perceptron (plus 
or minus one) for the  k th input pattern and     ky    the cor-
rect output for the  k th pattern. If the perceptron gives 
the correct output its weights will not be changed. If 
the answer is false, the perceptron’s weights are 
adjusted in the direction of the  k th input pattern that 
was falsely mislabeled, with a sign according to the 
sign of the mistake. For instance, in Fig.  30.11c  the 
input pattern in the top left corner,     1x   , is incorrectly 
classi fi ed as negative, since it is on the negative side of 
the separating, classi fi cation line (if we would have 
considered a higher dimensional example this line 
would be a plane). Following the perceptron learning 
rule, a component proportional to     1x    is added to the 
weight vector. Geometrically, adding vectors amounts 
to joining the vectors end-to-tail (Fig.  30.11c , right). 
After learning, following the change in the weight 
 vector, this pattern is correctly classi fi ed, since it is 
now on the positive side of the separating line 
(Fig.  30.11c , right). Note that the learning is not com-
plete yet since the pattern in the top right corner is on 
the positive side of the separating line even though its 
classi fi cation should be negative. In this fashion, by 
iterating through the different input patterns, examin-
ing whether the perceptron correctly classi fi es it, and if 
not pushing the weights in the direction of the input 
pattern (with the appropriate sign) it becomes more 
likely that the patterns will yield the correct response. 
If the patterns can be correctly classi fi ed by a percep-
tron then this approach will converge to a correct solu-
tion in a  fi nite number of steps. The full convergence 
proof can be found in many textbooks  [  11,   20  ] . 

 One can take the simple perceptron model and elab-
orate it in several ways. For instance, one can have 
multiple perceptrons reading the same input and per-
forming different classi fi cations on them (Fig.  30.10c ). 
To continue our above example regarding the interpre-
tation of a visual stimulus and decide whether we need 
to run away, one could have an additional perceptron 
looking at the same inputs and deciding whether the 
object should be eaten. Naturally, the different percep-
trons will have different synaptic weights. Additionally, 
multiple perceptrons can be chained one after the other, 
the decision of the previous perceptron becoming the 
input to the next one, e.g., the running away neuron 
might be an input to a neuron representing dropping 
whatever is in one’s hands before running. 

 The simple perceptron cannot implement every 
computation. For instance, in Fig.  30.11b  we see that 
the perceptron cannot implement the XOR function. 
One solution to this problem is to add another layer of 
units between the input and the output. Since this layer 
is neither the input nor the output of the system it is 
often referred to as a “hidden” layer. It can be shown 
that perceptron networks with hidden layers can solve 
more demanding computational tasks  [  11,   20  ] . 

 Up until now we only discussed differentiating 
between activation patterns of the presynaptic (input) 
neurons and have not mentioned at all the timing of the 
activation of the neurons. In an elegant extension of the 
perceptron, Gutig and Sompolinsky recently suggested 
a model that is able to distinguish input patterns based 
on the timing of the inputs and not just whether or not 
the inputs are active – the “tempotron”  [  18  ] . The tem-
potron framework provides a supervised synaptic 
learning rule that enables neurons to extract the infor-
mation that is embedded in the spatiotemporal struc-
ture of spike patterns. 

 In summary, the perceptron is a basic model that 
demonstrates how a simple neuronal circuit, composed 
of neurons that sum up their (weighted) inputs and 
compare this sum to a threshold can accomplish, via 
supervised learning, a classi fi cation task over its inputs. 
Despite being highly simpli fi ed, the perceptron served 
as an important conceptual model of how learning may 
take place in neural networks.  

    30.2.2   Hop fi eld Model of Associative 
Memory 

 The above sections dealt with models at the single neu-
ron level, and discussed some of the computations that 
might be implemented by single neurons and their syn-
apses. Now we describe several fundamental ideas 
regarding the computations that networks of neurons 
could perform. In these models, individual neurons are 
represented in a reduced and simpli fi ed manner, some-
times called “point neurons” to remind us that we 
ignore the neurons’ complicated morphology. The 
focus here is on the collective computations that large, 
highly interconnected networks of simple neurons can 
perform as a whole, while neglecting any additional 
computational power that might emerge from the 
speci fi c morphology, synaptic distribution, and partic-
ular  fi ring pattern of the individual neurons. 
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 One of the most renowned ideas regarding “neural 
network computation” is that introduced by John 
Hop fi eld some 30 years ago  [  21  ] . It would not be an 
exaggeration to claim that these studies ushered in a 
new era in computational neuroscience. The Hop fi eld 
model is a conceptual model that captures one of the 
most striking differences between the brain and cur-
rent-day machines – the capacity for associative 

memory. Associative memory is the ability to recall a 
full mental image (memory) of a previously encoun-
tered stimulus from a fragmentary or noisy version of 
it. One can come up with dozens of examples of this 
phenomenon: our ability to recognize a whole musi-
cal tune from a few bars, a familiar face from a dis-
torted image, or a complete text from its beginning 
(“ One small step for man …”). In contrast, in order 

a

c

b

  Fig. 30.11     Perceptron classi fi cation and learning . ( a ) The 
“AND” pattern where the classi fi cation of all input patterns is 
negative ( empty circles ) except the pattern for which both input 
patterns are positive, which is to be classi fi ed positively ( full 
circle ). This pattern can be correctly classi fi ed by a perceptron, 
e.g., one with the weight vector  J  shown in  red . The  red dashed 
line  corresponds to the line perpendicular to  J . Patterns on the 
side of  J  (the side to which  J ’s tip is pointing) will provide posi-
tive input and will elicit activity in a perceptron with zero thresh-
old. Patterns on the other side will provide negative input and 
will not elicit activity. The displacement of the line from the 
origin is due to the threshold. ( b ) The “XOR” pattern where pat-
terns in which one and only one input is positive should be 
classi fi ed as positive. This output cannot be correctly classi fi ed 
by a perceptron since no line can divide the plane in a way that 

the positive output patterns are on one side and the negative out-
put on the other. ( c )  Left : Before learning the positive pattern, 
    1x   , (superscripts indicate pattern number while subscripts indi-
cate neuron number) is incorrectly classi fi ed by the weight vec-
tor     oldJ    since it is on the negative side of the line. ( c )  Right : 
According to the perceptron rule, Eqs.  30.7  and  30.8  in the text, 
a component matching the misclassi fi ed point is added to the 
weight vector to arrive at the new vector     newJ   . Note that the 
learning rule operates by making very small changes each time 
a mistake is made. In this plot we display a large change, which 
would accumulate over many corrections, in one single step for 
the purposes of illustration. As can be seen, now the pattern that 
drove the change,     1x   , is on the positive side of the classi fi cation 
line. One more pattern is still on the wrong side and will be cor-
rected in one of the next iterations of learning       
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for a typical computer to retrieve a missing piece of 
information, its location in memory (its address), 
rather than the content of the piece must be known.  

 Hop fi eld showed how neuronal-like networks might 
be constructed so that a speci fi c set of memories can be 
retrieved in an associative manner. Namely, starting 
from a certain pattern of activity, the network  dynamics 
passes through different stages, neurons switching on 
and off, until the network settles into a  fi xed state in 
which the neurons’ activity remains constant (each 
neuron remains in its either “on” or “off” state). Many 
different initial con fi gurations eventually settle into 
(are attracted into) a given, special state. Each such 
state represents a single memory that the network sup-
ports. If the network is initialized with a pattern that is 
similar to a particular memory state, corresponding to 
partial or distorted representations of that memory, 
the deviations from the memory state gradually fade 
away as the network activity evolves, until the net-
work dynamics terminates in the attractor state. Thus, 
the network has converged to the original “clean” 
memory represented by that attractor state. 
Figure  30.12  shows a graphical illustration of associa-
tive memory performed by a Hop fi eld network.  

 We shall begin by describing the deterministic, 
binary Hop fi eld model. In this formulation the state of 
each neuron can take one of two values: plus one (rep-
resenting spiking) or minus one (silent). The state of 
the neuron at any given point in time is determined 
simply by comparing the value of its synaptic input to 
its threshold. If the input is higher than the threshold 
the neuron switches to the spiking state. If the input is 
lower than threshold the neuron switches to the silent 
state. For the sake of convenience we will assume in 
this treatment that the threshold of all the neurons is 
identical and set it at zero. Thus, if the sum of the 
excitatory and inhibitory inputs that a neuron receives 
is positive it will be in the spiking state; otherwise it 
will be in the silent one. 

 The Hop fi eld model proposes a speci fi c choice for 
the connectivity of the network that will allow the net-
work to serve as an associative memory network for a 
set of prede fi ned patterns (memories to be stored). 
How can we con fi rm whether this speci fi c connectivity 
will indeed allow the network to perform its function? 
We would like the dynamics of the network, when 
faced with an incomplete version of one of the memo-
ries, to cause the network to change its state and ulti-
mately stabilize on the clean version of the memory. A 
minimal requirement is that the memory patterns are 
stable, i.e., if the network reaches the pattern in the 
course of its dynamics it will then remain at that state 
(until a new input is presented) indicating that the 
memory has been recalled. 

 In order to examine the stability of the network pat-
terns we introduce the following notations. Let us note 
the number of neurons in the network by  N . The state of 
the  i th neuron will be represented by     i ; 1, 2,3S i N= ¼   . 
Each neuron can take the value +1 or −1. Thus, there 
are     N2    possible patterns of activity. Assume that we 
now choose  P  speci fi c activity patterns to represent 
memories that the network should be able to recall. 
Note each memory by     ; 1, 2,3u Pξ μ = ¼    and the state 
of the    thj   neuron for that pattern by     j

μξ   , e.g., in a net-

work of three neurons one might have: 

    [ ]1 1 1 1
1 2 3, , 1, 1, 1ξ ξ ξ ξé ù= = + + -ë û   . We shall denote the 

connections of the network by a matrix  J  whose ele-

ments represent     ijJ    the strength of connection from 

neuron  j  to neuron  i . The Hop fi eld model proposes the 

following rule for the strength of connections: 

    
1

ij i jJ
N

μ μ

μ

ξ ξ= å   . In words, for each of the  N  neurons 

in the network, the strength of the connection between 
neuron  j  and neuron  i  is determined by the sign of the 
 j th neuron times that of the  i th neuron in each memory 
pattern, summed over all memory patterns. 

 In order to examine the logic of this choice let us 
consider the case of a network that is supposed to store 
only one memory     1ξ   . Then the synaptic connectivity 

matrix will be simply:     1 11
ij i jJ

N
ξ ξ=    the sum having 

been reduced to only one memory pattern. Accordingly, 
the input that the  i th neuron receives, denoted by     ih   , is 

equal to     1 1 1 1

1 1 1

1 1N N N

i ij j i j j i j j
j j j

h J S S S
N N

ξ ξ ξ ξ
= = =

= = =å å å   in 

   The Hop fi eld model is a conceptual model for 
associative memory. It shows how a pattern of 
neural activity representing a given memory can 
be made an “attractor state” to which similar pat-
terns of activity will converge, allowing recovery 
of the full memory from a partial version. 
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the last step we took     1
iξ    out of the sum since the sum 

is over  j , not  i . 
 Let us now assume that at a given moment the net-

work state is equal to the memory pattern,     1
i iS ξ=    

for all  i . Let us now plug in the fact that we know that 
the network state is equal to that of the memory pat-

tern     ( )21 1 1 1 1 1 1

1 1 1

1 1 1N N N

i i j j i j j i j
j j j

h S
N N N

ξ ξ ξ ξ ξ ξ ξ
= = =

= = =å å å   . 

Now recalling that     1
jξ    can be either plus or minus one, 

we note that the square of that value     ( )21
jξ    will always 

be equal to one. So we  fi nd     1 1 1

1

1 1
1

N

i i i i
j

h N
N N

ξ ξ ξ
=

= = =å
  where in the next to last step we just computed the 
sum, 1 summed over  N  times being equal to  N . 

 In summary, we  fi nd that if the network is at some 
point in time at the special state that equals the mem-
ory pattern,     1

i iS ξ=    then for each neuron the input is 
equal to the current state,     1

i ih ξ=   . In order for a neuron 
to change its state, it must receive in one time point 
input that brings it above threshold and then in the next 
time point a current that is under the threshold (or vice 
versa). However, as we found that the input is identical 
to the state, then if it was previously positive it will 
remain positive, and if it was negative it will remain 
negative (recall we decided on a zero threshold, mak-
ing positive input above threshold and negative input 
below). Thus, no neuron will switch its state from 
 fi ring to silent or vice versa and this pattern will be 
stable for the next time step. If it is stable for the next 
time step, we will again have the same pattern of activ-
ity at the next step and again the state will be stable. 

a

b

  Fig. 30.12     Memory recall 
in Hop fi eld model . 
( a ) Schematic of a network 
and its connectivity matrix  J . 
( b ) State of a network that has 
the letters “h”, “o”, “p” 
embedded as memory 
patterns. Neurons that are on 
are shown in red and neurons 
that are off in blue. Top row 
shows the initial pattern of 
activation that is a noisy 
version of the letters.  Columns  
indicate three repetitions of 
the dynamics, once starting 
with a noisy “h” as the initial 
state ( left column ), then “o” 
( middle column ), then “p” 
( right column ). The dynamics 
of the Hop fi eld network serve 
to recall the stored patterns 
and the state of the network 
becomes closer and closer 
( middle row ) to the stored 
patterns until the state of the 
network matches these 
original memory patterns 
( bottom row )       
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Thus, the pattern will remain stable for all time or until 
reset by some external input. Thus, the memory pat-
tern will be a stable point of the dynamics of the net-
work, just as we required it to be in order to serve as an 
associative memory network. 

 In order for a network to serve as an associative 
memory we not only need the memory patterns to be 
stable as we have shown but must also require that if 
we start from a partial, or noise corrupted version of 
the memory pattern, the dynamics of the network will 
bring the network state to that of the full, uncorrupted 
pattern. In order to show that the network dynamics 
indeed converge to the memory patterns, let us pick up 
the previous discussion where we calculated the input 

to a given neuron:     1 1

1

1 N

i i j j
j

h S
N

ξ ξ
=

= å   . Now we assume 

that the network state is not exactly equal to the mem-
ory pattern:     1

i iS ξ=    for all  i , but rather that the network 
is in a corrupted version of the network state. In other 
words,     1

i iS ξ=    holds true not for all  i , but rather for 
most  i . Namely, that a given set of neurons are in the 
wrong state (either  fi ring when they are supposed to be 
silent or vice versa). For the sake of simplicity, let us 
start by assuming that only one neuron is off. Namely, 
    1

i iS ξ=    for all  i  but one for  i  =  k , where     1
k kS ξ= -   . Let 

us then write down the expression for the input: 

    ( ) ( )2 21 1 1 1 1 1

1 1,

1 1 1N N

i i j j i j i k
j j j k

h S
N N N

ξ ξ ξ ξ ξ ξ
= = ¹

æ ö= = + -ç ÷
è ø

å å
  
.
 

Again the square of the binary variable is equal 

to one, let us plug that into our expression: 

    
1 1 1 1

1,

1 1 1 1 2
1 .

N

i i i i i
j j k

N N
h

N N N N N
ξ ξ ξ ξ

= ¹

- -æ ö æ ö= - = - =ç ÷ ç ÷
è ø è ø

å
   

The number we get, especially if  N  is very large, is 
almost one times     1

iξ   . Thus for all  i  which are not equal 
to  k , the network state was equal to     1

iξ    and will remain 
that way in the next time point. For the  k th neuron the 
state at the previous time point was     1

iξ-   , the wrong or 
corrupted state for that memory pattern, but the input 
now is equal to almost one times     1

iξ   . Thus, at the next 
time step the neuron will change its state from     1

iξ-   to 
    1

iξ    changing from the corrupted state to the correct 
state (Fig.  30.12 ). 

 We showed the calculation when there is only one 
neuron in the wrong state, but we could perform the 
same calculation for multiple neurons being in the 
wrong state and, as long as the majority of neurons 

will be in the correct state, the dynamics of the net-
work will guide the neurons in the corrupted state to 
converge to the right state as time evolves, thus restor-
ing the complete memory. 

 If there is more than one memory pattern embedded 
in the network, then the expression for the connectivity 
matrix  J  becomes more complicated and we have: 

    
1 1 1

1N N P

i ij j i j j
j j

h J S S
N

μ μ

μ

ξ ξ
= = =

= =å åå   . Again let us consider 

the stability of the memory pattern, by assuming that at 
a certain point in time the network reaches a state equal 
to that memory pattern,     1

i iS ξ=   , and examining the sta-
bility of the network. Plugging in the fact that the net-
work state is at the  fi rst memory pattern and the expression 
for the connectivity when there are multiple memories 

we get:     1

1 1

1 N P

i i j j
j

h
N

μ μ

μ

ξ ξ ξ
= =

= åå   . Notice that now one can
 

break the sum over     μ    to two parts, one in which     1μ =

  and one in which     1μ ¹   . Writing that down we get:

    
1 1 1 1 1

1 1 1 2

1 1 1 1

1 1 2

1 1

1 1
.

N P N P

i i j j i j j i j j
j j

N N P

i j j i j j
j j

h
N N

N N

μ μ μ μ

μ μ

μ μ

μ

ξ ξ ξ ξ ξ ξ ξ ξ ξ
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= = = =

= = =

é ù
= = +ê ú

ë û

= +

åå å å

å åå

   

The  fi rst expression is exactly the one we had when 
there was only one memory pattern and we have just 
shown that it (by itself) will make the pattern stable, 
and that it is equal to one times     1

iξ   . Plugging that in we 
obtain:

         

 With the  fi rst term alone, the memory pattern will be 
stable as we require. However, the second term may 
end up dominating the  fi rst term causing the network 
to be unstable. How would this occur? For instance if, 
for a certain neuron, we have     1 1iξ =   , then the  fi rst 
term is equal to one. Now if the second term were 
equal to negative one (or even more negative) then the 
overall input to that neuron, the sum of the two terms, 
would be negative. This will cause that neuron to 
change its state at the next time point. Thus, the value 
that was equal to the memory pattern will become 
corrupted, indicating that the memory pattern is 
unstable. 

1 1

1 2

1
.

N P

i i i j j
j

h
N

μ μ

μ

ξ ξ ξ ξ
= =

= + åå
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 We shall not go through the calculation here, but 
the relation between the size of the  fi rst term (the sta-
bilizing, or signal, term) and the second (destabiliz-
ing, or noise term) can be used to derive a limit for the 
number of memories that can be stored in the network 
without causing the memories to become unstable. 
Examining the expression above, it is intuitively rea-
sonable that adding more memories will cause the 
network to become less stable since the destabilizing 
term contains a sum over  P  elements. Thus, the larger 
 P  gets the more contributions there are to this term. 
This analysis is referred to as the signal-to-noise 
analysis in the Hop fi eld model and yields the limit for 
the number of memories  P . It can be shown  [  21  ]  that 
it is equal to:

        (30.9)   

 This is a strong result since for networks with a large 
number of neurons  N  (and cortical networks indeed have 
numerous neurons) we can store numerous memories. If 
for instance we want to store 10,000 memories, we need 
about 500,000 neurons, which is roughly the amount of 
neurons in 5 mm 3  of the mammalian neocortex. Note 
that the natural log of a number is a function that grows 
very slowly. Thus, a ratio of  N  over ln( N ) grows rapidly 
with  N . For instance, for  N  equal to 350,000 the log is 
about 13 (12.77), and the ratio is in the tens of thousands. 
Hence, for every time we double  N  we are able to store 
almost twice as many memories per neuron since the 
numerator doubles and the denominator increases only 
by a small amount. This result con fi rms the ability to 
store numerous memories in large neural networks. 

 The Hop fi eld model was of additional crucial 
importance since it brought into sharp focus the 
extraordinary similarity between neural networks and 
a highly developed  fi eld in physics – spin glass theory. 
Indeed, the powerful mathematical techniques devel-
oped in this  fi eld of physics allowed the macroscopic 
dynamics of the Hop fi eld model to be solved analyti-
cally, both in the case of deterministic neurons and in 
the face of noise in the underlying neuronal dynamics 
 [  5  ] . This rigorous analysis con fi rms the main results of 
the Hop fi eld model as well as allowing more detailed 
analysis of its properties. 

 Although very elegant conceptually, the Hop fi eld 
model suffers from some mismatches between its 
assumptions and what we know about the connectivity 
and activity of cortical networks. For instance, the con-

nectivity in the Hop fi eld model is assumed to be sym-
metric, the connection between neuron  j  and neuron  i  
being identical in value to that between neuron  i  and 
neuron  j , while this is clearly not the case in cortical 
networks. Many of the assumptions of the Hop fi eld 
model can be gradually lifted with the qualitative 
results remaining the same (though others are more 
problematic, see  [  15  ] ). These efforts are beyond the 
scope of this chapter and are described in  [  4  ] . Indeed, 
the Hop fi eld model remains a crucial conceptual model 
for how associative memory can be implemented in 
recurrent neural networks.   

    30.3   Summary 

 Neuronal networks are highly interconnected, nonlin-
ear dynamical systems. As such, their study and math-
ematical treatment ranges across many  fi elds and 
approaches, only some of which were addressed in 
this chapter. We brie fl y outlined several classic as 
well as new theoretical insights at the single neuron 
level, and we sketched two classical network compu-
tation models – the Perceptron and the Hop fi eld 
model. These early models have been key in inspiring 
modern thinking about the operation of neural net-
works and have been extensively followed up in many 
directions  [  1,   4  ] . 

 Numerous elegant studies could not be mentioned 
in this brief chapter: studies focusing on understanding 
the anatomical structure, not only the dynamics, of 
neurons and neuronal circuits  [  10  ] , models describing 
higher-level phenomena such as language processing 
or decision making  [  12  ] , as well as models for neuro-
logical diseases. 

 Another important branch of computational neuro-
science that fell beyond the scope of this chapter is that 
of information theory. In brief, this approach focuses 
less on the aspect of neurons as computational units 
performing operations on inputs but rather on the 
important role of neurons in representing the stimulus, 
serving as a channel for information regarding the out-
side world. Using the classical tools stemming from 
the seminal work of Claude Shannon, a rigorous quan-
titative treatment of the ability and limits of neurons to 
pass forth information has been applied with much 
success in diverse studies in neuroscience  [  41  ] . 

 The  fi eld of computational neuroscience is enter-
ing a very exciting era  [  1  ] . Modern experimental 

4ln( )

N
P

N
=
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 techniques continue to elaborate and enrich our 
understanding of the fascinating biophysical under-
pinnings of the dynamics of neurons, networks and 
large-scale systems. The ability to record from 
increasingly large sets of neurons both electrically 
and by imaging allows neuronal network models to be 
compared to, and help interpreting, their experimen-
tal counterparts in ever increasing detail. Perhaps the 
most dif fi cult challenge in modern computational 
neuroscience is to distill from our vast and rapidly-
increasing knowledge of the richness of neurons and 
neuronal networks those key elements that explain 
the essence of the amazing computing devices embed-
ded in our minds and brains. Their performance, 
which allows us to explore, interact, and adapt to our 
natural and social environments, outstrips by leaps 
and bounds that of any manmade machine. It is this 
essential interaction between biological knowledge 
and conceptual ideas based on  fi rm theoretical foun-
dations, which will allow us to understand “how the 
brain works”. 

 Understanding how the nervous system processes and 
codes for real-life information so successfully will have 
a myriad of applications. Deciphering sensory and motor 
computations allows us to connect arti fi cial systems, 
e.g., robotic limbs, to nervous systems  [  33  ] , a  fi eld known 
as Brain Machine (or Brain-Computer) Interface (BMI, 
BCI) and to build brain-inspired robots  [  43  ] . Unraveling 
the theoretical principles for memory storage and 
retrieval in the brain could open the door to develop 
methods for memory repair and perhaps to improvement 
of memory and other mental capacities (Augmenting 
Cognition – AugCog). Finally, the parallel-distributed 
method of computation used by neural circuits can serve 
to inspire new generations of biomimetic computers.      
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